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Abstract
During search and rescue missions, firefighters must look for potential victims in
burning buildings and bring them to safety as quickly as possible. Lack of visibility
can significantly hinder this procedure, forcing firefighters to use thermal cameras
to look for possible airways and exits. In this project, we explore the theory behind deep learning and object detection and develop deep learning methods for
object detection from forward-looking infrared (FLIR) thermal images, with applications in the development of navigational aids for search and rescue operations.
We demonstrate that a Faster R-CNN object detection network can be trained to
detect specific objects, such as doors and windows, in RGB images, and then fine
tuned to detect the same objects in thermal images. We also determine that performing cross-modality transfer learning on a Faster R-CNN via the fine tuning
of only the weights of the feature extractor does not yield a performance increase
over the more conventional method of fine-tuning the weights of all layers of the
network. However, data augmentation and using multiple datasets in combination
provide significant performance improvements on test data.
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Introduction

1.1

Machine Learning

Since antiquity, humanity has dreamt of creating machines that think: one could say that
artificial intelligence “began with an ancient wish to forge the Gods” [McCorduck, 2004].
From the ancient Greek legends of Hephaestus’ golden servant Talos, to Mary Shelley’s
Frankenstein, stories of artificial life abound in our cultural mythos.
Now, with the development of programmable computers, we have been closer than
ever before to realising this dream. In the 1950s and 1960s, the burgeoning field of
artificial intelligence quickly tackled many problems that human beings find difficult but
are comparatively easy for a computer to solve – problems whose solution can be described
with a series of mathematical rules [Goodfellow et al., 2016]. The true challenge for this
field, however, would be to solve tasks that are intuitive to humans but very difficult
to describe in a set of rules or heuristics1 : tasks such as common-sense reasoning, or
recognising objects in images.
Over the last few decades, an explosion in the amount of data available to researchers,
combined with the exponential growth of computational power, has given rise to new and
immensely powerful methods of automated data analysis, and has given us a solution
to these previously intractable problems – that of machine learning. The key to this
solution is automating the process of finding patterns in data: given a series of examples,
by learning the patterns and regularities inherent in these, a machine learning algorithm
is able to improve its ability to take actions such as classifying this data into different
categories [Bishop, 2007]. A brief overview of some key concepts in machine learning can
be found in Appendix A.

1.2

Firefighters and Thermal Imaging

During search and rescue missions, firefighters must look for potential victims in burning
buildings and bring them to safety as quickly as possible. Lack of visibility, chiefly due
to thick smoke, can significantly hinder navigation.2 Moreover, the operation controller
must be aware of the location of hazards, exits and other points of interest within the
building: this process of semantic mapping is currently done by memory, with firefighters
marking the positions of objects on a floorplan after each search of the building.
To aid their navigation, firefighters use thermal imaging cameras3 : these are used to
find casualties, to locate dangers such as superheated fire gases, wires or furniture, and
to look for possible airways and exits (such as doors and windows), both to help clear out
the smoke and to provide a safe passage out of the building if needed. Although these
are effective in allowing firefighters to search a building more efficiently, objects can still
be difficult to discern, particularly those at a similar temperature to their surroundings.
1

This is known as Moravec’s paradox : Moravec [1988] writes that “it is comparatively easy to make
computers exhibit adult level performance on intelligence tests or playing checkers, and difficult or
impossible to give them the skills of a one-year-old when it comes to perception and mobility”.
2
In order for firefighters to search buildings for casualties, they perform what is known as the Breathing
Apparatus (BA) shuffle [DFRMO, 2014]: they follow a wall with their right hand, swipe their leg to check
where to step, move their hand in front of them to check for wires, and circle the room in this way. During
this procedure, it is easy for firefighters to become disorientated; it is also difficult for operation controllers
to keep track of the locations of firefighters within the building in order to coordinate the rescue.
3
Thermal imaging cameras detect infrared radiation and render this as a visible light image, as
demonstrated in Figure 1.

4

Figure 1: An example of a thermal image, taken with an FLIR thermal camera. Individual luminance
values of each pixel are converted to temperatures and rendered as a pseudocolour image. Credit: FLIR

1.3

Contributions

The aim of this project is to develop deep learning methods for object detection from
forward-looking infrared (FLIR) thermal images, with the ultimate goal being to help
firefighters, who are equipped with a thermal camera, to locate and navigate to exits in
a building, as well as (partially) automating the process of semantic mapping.
We develop a proof-of-concept pipeline demonstrating that an object detection neural
network originally trained on RGB images can successfully be trained to detect the same
objects in thermal images. For this proof-of-concept, we focus on the problem of detecting
objects of the classes door, window, table and chair – the first two being relevant for exit
detection, and the latter two in hazard avoidance and search and rescue missions. Using
two different RGB object detection datasets, we train a Faster R-CNN object detection
network [Ren et al., 2017] to label doors, windows, tables and chairs in RGB images. We
then demonstrate that such a network can be fine-tuned on a dataset of thermal images
labelled by running the previously trained network on corresponding RGB images.
We analyse the benefits of using cross-modality transfer learning, or modality tuning
[Pratt, 1992, Castrejón et al., 2016], when training the network on thermal images (see
Section 4.2 for more details) and determine that this does not yield a significant performance increase over the more conventional method of fine-tuning the whole network.
We also explore various methods of data augmentation, alongside ways to merge
annotations from object detection networks trained on different datasets.

1.4

Outline

Section 2 provides a summary of developments in deep learning, neural networks and
convolutional neural networks. Section 3 poses the problem of object detection and discusses deep learning approaches to object detection. Section 4 provides an outline of the
experimental method used. Section 5 presents the the results obtained and our analysis
thereof. Finally, Section 6 draws conclusions from the experimental work, and briefly
explores directions for further research.
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2

Basics of Deep Learning

This chapter introduces key concepts in machine learning relevant to object detection.
We discuss the neural network, and explain how problems in computer vision can be
approached with the use of convolutional neural networks.

2.1

Neural Networks

The concept of deep learning, in contrast to machine learning methods such as logistic
regression, refers to the idea of allowing computers to represent the world as a hierarchy
of concepts (or levels of abstraction), with higher level concepts being built from combinations of simpler ones. Specifically, if we represent this framework as a graph, showing
how concepts are built from one another, this graph has many layers, and is said to be
deep. [Goodfellow et al., 2016]
The quintessential deep learning model is the neural network, otherwise known as a
multilayer perceptron (MLP).4 A neural network can be visualised as a directed acyclic
graph (DAG) like that in Figure 2 – this graph defines how data flows through the
network.
Input
layer

Hidden
layer 1

Hidden
layer 2

Output
layer (3)

x1
y1
x2
y2
x3

Figure 2: A neural network taking as input a 3-dimensional feature vector x and returning a 2-dimensional
label vector y as output, with two hidden layers each containing 4 neurons.

2.1.1

Neurons

As can be seen from Figure 2, a neural network consists of a number of layers of neurons
(here, represented by nodes), with the outputs of each neuron in each layer being con4

The development of the neural network was inspired by attempts to mathematically model the
workings of systems of neurons within the brain [Mcculloch and Pitts, 1943, Rosenblatt, 1958], lending
it its somewhat biological moniker; it would be incorrect, however, to think of the neural network as an
attempt to perfectly model the brain, but rather as a function approximator drawing loose insights from
the way in which the brain organises and processes information. Feedforward networks with arbitrarily
many neurons can be used to approximate any function with arbitrarily high precision (the universal
approximation theorem [Hornik, 1991, Lu et al., 2017]); “[they] can be seen as efficient nonlinear function
approximators based on using gradient descent to minimize the error in a function approximation.”
[Goodfellow et al., 2016]
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nected to the inputs of all neurons in the subsequent layer (as indicated by the arrows)5 .
For a network with L layers, we will number these layers from 1 to L as in Figure 2.
Note that both hidden and output layers contain neurons – the only difference being that
the output layer is the last layer of neurons in the network (and so has as many neurons
as there are elements in y).
Each of these neurons, the basic building block of a neural network, is in effect a
single decision-making unit, and, generally speaking, is responsible for learning a feature
representation of some aspect of the data.
One can think of each neuron as a non-linear regressor (see Appendix A.2) defined as
follows:
D
X

y(x,w,b) = f
w i xi + b
(1)
i=1

where
• x = (xi )D
i=1 is a feature vector of dimension D whose elements (or features) are
inputs to the neuron.
• w = (wi )D
i=1 are the parameters (or ‘weights’) of the neuron, so called as they define
how much weight is given to each feature in x when deciding whether or not the
neuron fires.
• The value b is called the bias.
• The value of y(x,w,b) is called the activation of the neuron (its output) – in other
words, whether it fires and, if so, how much.
The non-linear function f is called the activation function. (A discussion of activation
functions, along with a few examples, can be found in Appendix B.1.)
2.1.2

Inference and Forward Propagation

Inference (see Appendix A) on a neural net is carried out through a procedure called
forward propagation – setting the value of the input vector and then updating the activations of all neurons based on this. Due to the nature of the graph, this process happens
one layer at a time – a propagation of information from the back to the front of the
network – hence the name.6
5

Note that the green nodes are not actually neurons but elements of the feature vector x – this simply
indicates that all neurons in the first layer receive as input each of the elements in x. The outputs of the
red neurons are the elements of the label vector y, as indicated in the diagram.
6
Using the above function, and following a standard notational convention (Stanford Deep Learning Notation where the superscript [i] denotes the ith layer – https://cs230.stanford.edu/files/
Notation.pdf), we can define update rules for the activation of a given neuron (the jth neuron in the
ith layer):
D
X



[i]
[i] [i]
[i] [i−1]
[i]
[i]
[i]
(2)
aj = y(a[i−1] ,Wj ,bj ) = f
wjk ak
+ bj = f Wj a[i−1] + bj
k=1

where
[i]

[i]

• a[i] is a vector of length nh (the number of neurons in the ith layer); the jth element, aj , is the
activation of the jth neuron in the ith layer.
[i]

[i−1]

• W[i] is a matrix of dimensions nh × nh

[i]

, where the (j, k)-element of the matrix, wjk , is the

7

2.1.3

Training and Backpropagation

As explained in Appendix A.2.1,
the goal of training is to minimise some loss function

[i] L
[i] L
` = ` X, y; (W )i=1 , (b )i=1 , a measure of how close the network’s predictions y∗ on
each training example x in the training set X are to the actual labels (ground truth) y.
As there is in general no analytical / closed form solution to this (and even if there were,
finding the global minimum of the loss function often leads to overfitting [Choromanska
et al., 2015]), we can numerically find a (local) minimum using stochastic gradient descent
(see Appendix A.2.2).
In order to use stochastic gradient descent to train a neural network, we need to be
able to compute the gradient vector ∇`x – in other words, the partial derivatives of `
with respect to all the weights and biases in the network – for a given training example
x.
The de facto method for doing this is known as backpropagation [Rumelhart et al.,
1988]. This algorithm makes use of two key insights, the first of which being that we can
represent the process of forward propagation, the update rule in (3), as a series of nested
functions – for instance (in a network with 4 layers):
y = a[4] = f [4] (W[4] f [3] (W[3] f [2] (W[2] f [1] (W[1] x + b[1] ) + b[2] ) + b[3] ) + b[4] )

(4)

Now, finding the partial derivatives of ` with respect to {(W[i] )Li=1 , (b[i] )Li=1 } is a
matter of repeated applications of the chain rule to the above functions.
The second insight is that of using memoisation: in other words, computing derivatives of weights from the front of the network to the back and storing these derivatives in
the process, so they do not have to be calculated multiple times. This allows us to achieve
a time complexity of O(W ), where W is the number of weights in the network. This is
favourable compared to alternative methods of differentiation, such as that of finite differences (perturbing each weight and monitoring how the error changes to approximate
the gradient), with time complexity O(W 2 ) [Bishop, 2007].

2.2

Convolutional Neural Networks

Convolutional neural networks, or CNNs, were first popularised by LeCun et al. [1989],
and were designed to fix a number of issues with standard feedforward neural networks
when used on a specific type (modality) of data – that of (large) images. To provide
some motivation for the architecture of the convolutional neural network, Appendix B.2
weight in the jth neuron in the ith layer associated with the activation of the kth neuron in the
[i]
(i − 1)th layer. (In the above we write Wj as the jth row of the matrix W[i] .)
[i]

[i]

• b[i] is a vector of length nh , where the jth element, bj , contains the bias in the jth neuron in
the ith layer.
We can naturally extend this to an update rule for a[i] as a vector:

a[i] = f [i] W[i] a[i−1] + b[i]

(3)

So to carry out inference on the network, one need only set a[0] to the feature vector x and compute
[L]
{a[i] }L
.
i=1 using (3), and the label vector y is a

8

contains a brief example of training a feedforward neural network7 on a well-known image
dataset.
2.2.1

Convolutional Layer

The convolutional layer is the key building block of the convolutional neural network. It
takes as input a 3-dimensional input volume (width × height × depth) – this is either an
image or a set of stacked feature maps (as explained below).
Each convolutional layer consists of a series of kernels, or learnable filters. These are
rank-3 tensors that are small spatially but have a depth equal to the depth of the input:
for instance, for a 3-channel RGB image, a kernel might have dimensions [5 × 5 × 3]. The
size of a kernel is otherwise known as its receptive field, and is a hyperparameter we can
modify.
In forward propagation, we slide the kernel across the width and height of the input
volume8 , at each position taking the dot product of the values in the kernel and the
corresponding values in the input, as shown in Figure 3. We apply an activation function
f , most commonly ReLU (see Appendix B.1) element-wise to the resulting matrix. This
creates what is known as a feature map, containing f (S(i,j)) for 1 ≤ i ≤ H, 1 ≤ j ≤ W .
From an intuitive perspective, these filters generally learn to detect a given feature in the
image, such as an edge, or a contrast in colour, hence the name. A demonstration of this
is given in Figure 4.
Notice that the properties of the kernel (shared weights and locality) are designed to
exploit the spatial structure of images – specifically, the fact that features in images can
be found anywhere within the image (translation equivariance) and are usually connected
(i.e. comparing pixels that are close together is more relevant than comparing pixels that
are far apart).
There are a few more hyperparameters9 associated with a convolutional layer, which
can determine the dimensions of its output.
7

While convolutional neural networks are themselves a subset of feedforward neural networks, in that
they are acyclic, we will use the term to refer to networks consisting only of ‘standard’ neurons, as
described in Section 2.1.
8
This is equivalent to performing a 2D discrete convolution of the image and the kernel, as follows:
[Goodfellow et al., 2016]
XX
S(i,j) = (K ∗ I)(i,j) =
K(m,n) I(i − m,j − n)
(5)
m

n

where K(m,n), I(m,n) are defined as Kmn , Imn for valid / ‘in-range’ values of m, n and 0 otherwise.
9
The depth of the output layer is determined by the number of filters in the layer – the output
effectively consists of the feature maps of each filter stacked on top of each other. The width and height
of the output are also determined by what is called the stride of the layer. As, particularly for large
images and large networks, calculating so many dot products of kernels can become computationally
expensive, we may want to skip over some possible positions of the kernel, reducing computational cost
at the expense of less detailed feature extraction. In effect, this is equivalent to downsampling our feature
map. The stride, therefore, is the number of pixels we skip (in either direction) between each placement
of the kernel.
A further modification that is sometimes used is zero-padding: as in its current form the convolution
layer will always return a feature map of smaller dimensions than its input, to retain the dimensions of
the input one might choose to ‘pad’ the input with zeroes, such that the top left corner of the kernel can
be placed outside the image. The width of this padding forms another hyperparameter of the layer.
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2.2.2

Pooling Layer

The purpose of the pooling layer is to downsample and reduce the spatial dimensionality
of the input volume, which results in a reduction of the number of parameters in the
network. The pooling layer can prevent overfitting; it can also act to aggregate multiple
low-level features occurring in a small neighbourhood [Scherer et al., 2010].
Although there are a few variants of the pooling layer, the most common is the maxpooling layer. This takes a filter of a given dimension F × F (most often 2 × 2), and a
stride normally of the same length, and for each possible subregion the filter convolves
around, returns the maximum value of all 334
elements in that subregion (see Figure 5).
The max-pooling layer acts on each depth slice independently, producing an output
with the same depth as the input, but with smaller width and height. Note that the maxpooling layer has no trainable parameters – it computes a fixed function of its input.10
2.2.3

Structure

A typical convolutional neural network consists of a sequence of three types of layer: the
two described above (convolutional and pooling layers), and the standard feedforward, or
fully connected layer as detailed in section 2.1.1.
The most common structure for a convolutional neural network is to use a number
10

Some studies [Springenberg et al., 2015], however, have suggested that pooling layers are not necessary for a successful convolutional neural network, suggesting that the occasional Conv layer with a
larger stride be used instead for the purpose of spatial dimensionality reduction.

10

Figure 4: An example of such a filter is the following kernel:
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Otherwise known as the discrete Laplace operator, it is commonly used in image processing to create an
edge detection feature map like that shown in Figure 4.
This figure demonstrates the effect of the discrete Laplace operator (Laplacian kernel) when applied to
an image, produced using Mathematica. Notice that regions of high change in intensity (high spatial
second derivative) are highlighted in the processed image.

Figure 5: A max-pooling layer with 2 × 2 filters and stride 2, acting on a 4 × 4 × 1 input. This discards
75% of the input. [Karpathy, 2019]

of ‘stacks’ consisting of a few convolutional layers connected in sequence for feature extraction, followed by a max-pooling layer for spatial dimensionality reduction, until the
dimensions of the feature maps have been significantly reduced. At this point, one tends
to transition to a few fully connected layers, with decreasing numbers of neurons – the
output of the last fully connected layer forms the output of the network (e.g. class probabilities). In cases where the network is used for classification, the last layer is often a
softmax layer, which has the effect of mapping the non-normalised output of a network
to a probability distribution over the predicted output classes.
A well-known example of a CNN is the VGG-16 network (see Figure 6).

11

Figure 6: A diagram of the architecture of the VGG-16 convolutional neural network [Loukadakis et al.,
2018]. Dimensions are specified as width×height×depth (number of feature maps in the layer).
The VGG-16 network secured second place in the classification track for the ImageNet Large Scale Visual
Recognition Challenge (ILSVRC) in 2014. Developed with the aim of exploring the impact of network
depth on accuracy in classification problems using convolutional networks, Simonyan and Zisserman [2015]
discovered that a significant improvement on prior state of the art can be achieved simply by increasing
network depth to 16-19 layers. This network remains popular today due to its uniform architecture –
using only 3 × 3 and 1 × 1 convolutional filters, it consists of a series of convolutional layers of increasing
depth and decreasing spatial dimensions, followed by three fully connected layers (as shown in Figure 6).
Notice also the stacks of three 3 × 3 convolutional layers, followed by a max-pooling layer. These stacks
have an effective receptive field of 7 × 7. They offer increased performance, however, compared to an
equivalent layer with 7 × 7 convolutional kernels – this is due to a 45% reduction in the number of
parameters and the fact that, by stacking three layers, we include three non-linear (ReLU) functions
instead of just one, making the decision function more discriminative.
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3

Object Detection

3.1

Classification, Detection and Segmentation

The previous section is about image classification (Figure 7a): given an image, sort it into
one of a number of categories, or classes, based on, for instance, the main object(s) in the
image. An example would be a network that classifies an image as either a dog or a cat.
The problem we now need to solve, object detection (Figure 7b), is more complex, and
involves two subtasks: object localisation (identifying regions in an image which could
contain an object, and predicting the coordinates of bounding boxes surrounding these
regions), and object classification (identifying the object within the bounding box). A
more difficult task is that of semantic segmentation (Figure 7c) – this is the process of
labelling each pixel in the image based on its context (for instance, if a pixel is part of a
dog, label it as such).
dog


dog

, "dog"

(a) Image Classification

background
dog

(b) Object Detection

(c) Semantic Segmentation

Figure 7: An example illustrating different problems in computer vision. Image taken from [Venzel,
2016].

3.2

Evaluation Metrics

One of the most popular sets of object detection evaluation metrics are what are known
as COCO metrics: the evaluation metrics used in the COCO11 object detection challenge.
The primary metric used here is what is known as mAP@IoU=.50:.05:.95 – the mean of
average precision values with IoU threshold varying from 0.50 to 0.95 with interval 0.05.
Other common metrics include mAP@IoU=.50 (Pascal VOC metric) and mAP@IoU=.75.
For the COCO dataset, the current state of the art is an mAP of 0.526, achieved
by the Chinese AI startup Megvii [Lin et al., 2018]. A study by Google [Huang et al.,
2016] analysing speed/accuracy tradeoffs in various object detection architectures for the
COCO dataset yields mAPs as shown in Figure 8; the TensorFlow object detection ‘model
zoo’ [Huang et al., 2019] contains COCO-trained models with mAPs ranging from 0.16
to 0.43.
For a systematic treatment of evaluation metrics, see Appendix C.

3.3
3.3.1

Deep Learning Methods
Localisation and Regression

To understand deep learning approaches to object detection, let us first consider how
we would solve a simpler problem: that of classification and localisation (i.e. given an
image, detect the main object in it and surround it with a bounding box). This is both a
classification (image as input, class as output, cross-entropy loss) and regression (image
11

Common Objects in Context [Lin et al., 2014]
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Faster R-CNN w/ResNet, Hi
Res, 50 Proposals
R-FCN w/
ResNet, Hi Res,
100 Proposals
Faster R-CNN w/Incep.on
Resnet, Hi Res, 300
Proposals, Stride 8

SSD w/Incep.on V2, Lo Res
SSD w/MobileNet, Lo Res

Figure 8: A graph of accuracy (percentage mAP) against per-image inference time. Colours indicate
feature extractor; marker shapes indicate meta architecture. Each (meta architecture, feature extractor)
pair can correspond to multiple points on the graph due to varying hyperparameters. [Huang et al.,
2016]

as input, bounding box vector (x,y,w,h) as output, regression losses e.g. L1 12 , L2 13 ) task.
Thus one way to tackle the problem would be to use a pre-existing convolutional neural
network (e.g. VGG-16), to attach a ‘regression head’14 to the final convolutional layer
and to train the regression head with L1 or L2 loss. This only works, however, in the
case of single-object detection: in the case of multi-object detection, we cannot simply
use regression as we could have arbitrarily many bounding boxes in our image, and such
a network has only a fixed number of outputs.
3.3.2

Detection as Classification and R-CNN

Although this may seem counter-intuitive, we can instead try framing the problem of
detection as one of classification: given a set of possible bounding boxes (bounding box
priors), classify the object contained within the general region of each box as either one of
a set of object classes or as a non-object (the ‘background’ class). Thus we can decompose
detection into two subproblems:
1. Region proposal: Suggesting possible bounding boxes that could contain an object – regions of interest, or RoIs.
2. Object identification: Out of these bounding boxes:
(a) Classifying each bounding box as containing one of a list of given objects, or
as a non-object (background).
(b) Performing further regression to give a more accurate prediction of the bounding box than the proposed RoI.
PN
L1 loss: E(X | w) = n1 i=1 |y(xi ,w) − yi |
PN
13
L2 loss: E(X | w) = n1 i=1 (y(xi ,w) − yi )2
14
a series of fully connected layers outputting four scalar values (x,y,w,h)
12

14

One way to approach (1) is to use classical image processing techniques to detect
possible object candidates (e.g. ‘blob-like’ regions within the image) such as selective
search [Uijlings et al., 2013]. This is the method used by the Regions with CNN Features
(R-CNN) object detection network developed by Girshick et al. [2014]. This system
consists of three modules, illustrated in Figure 9: a domain-independent region proposal
generator, a convolutional neural network feature extractor (AlexNet), and a set of classspecific support vector machines (SVMs) (see e.g. [Bishop, 2007, Ch. 7]) and bounding
box regressors.

Figure 9: The R-CNN architecture: regions of interest are extracted using selective search, forwarded
through a CNN (e.g. AlexNet) and classified with SVMs. Coordinates of bounding boxes are fine tuned
with bounding box regressors. [Girshick et al., 2014]
The R-CNN model can be trained by performing the following steps:
1. Train an image classification CNN (or take a pre-trained network) on the target classes.
2. Reinitialise the final fully connected layer, add a ‘background’ class and fine-tune this network
on positive (in a bounding box) and negative (outside a bounding box) regions from the ground
truth.
3. For each image, run the region proposal generator to extract RoIs, and run each through the
CNN – save each of the features generated (the 4096-dimensional feature vector from the last
max-pooling layer) to disk.
4. Train a binary SVM for each class to classify the extracted features.
5. Train a regressor to predict normalised offsets in order to refine the rough bounding box predictions
given by the proposed RoI.
At test time, for each image, around 2000 region proposals are extracted using selective search, each
region is warped to 224 × 224 pixels and fed into the CNN in order to extract a 4096-dimensional feature
vector. Each feature vector is then scored using the class-specific SVMs, and overlapping bounding boxes
are suppressed using a technique called non-maximum suppression.
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3.3.3

Optimisation 1: Fast R-CNN

A solution for some of the inefficiencies15 in the R-CNN network was proposed by Girshick
[2015], in the form of the aptly named Fast R-CNN object detection network. The main
innovation of this architecture is that it swaps the order of the CNN feature extractor
and region proposal: instead of proposing ∼2000 regions which each individually need
to be passed through the CNN, the whole image is processed once by the CNN before
features are extracted (see Figure 10).

Figure 10: The Fast R-CNN architecture [Girshick, 2015]. The network pipeline is as follows:
1. The image is forwarded through a CNN (with all layers from the last max-pooling layer onwards
removed) yielding a feature map of the image.
2. RoIs are generated using e.g. selective search.
3. An RoI pooling layer extracts fixed-size feature maps from the output of the CNN for each RoI. In
this layer, each RoI acts as a ‘window’ onto a particular section of the feature map; this window
then uses max-pooling to output a fixed dimension feature map for the given RoI.
4. These feature maps are passed through fully connected layers which return feature vectors.
5. Feature vectors are passed to a softmax classifier (for class prediction) and bounding box regressors
(for fine tuning coordinates of bounding boxes).

15

The two main drawbacks of the R-CNN network are as follows:

1. The network performs a CNN forward pass for each individual object proposal. This makes
training and inference very expensive in terms of space and time: when training, for each image,
∼2000 RoIs must be extracted with selective search, run through the CNN and the corresponding
4096-dimensional feature vectors saved to disk, and when testing, features must be extracted from
each RoI in the image in the same way and then individually passed to SVMs.
2. The network is a pipeline formed by three independent models (CNN, SVM, bounding box regressor), each of which must be trained independently.

16

3.3.4

Optimisation 2: Faster R-CNN

While this architecture is much faster than R-CNN (9× faster than R-CNN for training;
213× faster for inference), there is still one bottleneck in terms of efficiency: the generation of region proposals. While Fast R-CNN achieves near real time detection rates (∼0.2
seconds per image [Girshick, 2015]), this is only when ignoring the time spent on region
proposals. Commonly used region proposal algorithms, such as selective search, take up
to two seconds per image [Uijlings et al., 2013], an order of magnitude slower.
The logical solution to this problem is, yet again, computation sharing: the Faster RCNN network developed by Ren et al. [2017] does exactly this. Instead of region proposal
algorithms such as selective search, they use a region proposal network (RPN) that takes
as input the feature map produced by the CNN and returns a series of region proposals
(see Figure 11).

Figure 11: A diagram illustrating the architecture of the Faster R-CNN network (with a VGG feature
extractor) [Deng et al., 2018]. The network pipeline is as follows:
1. As before, the image is forwarded through a CNN (with all layers from the last max-pooling layer
onwards removed) yielding a feature map of the image.
2. RoIs are extracted using the region proposal network. A spatial window of fixed dimensions n × n
is convolved over the feature map with a fixed stride, much like in a convolutional neural network.
At each position, the sliding window is mapped to a lower dimensional feature with the use of a
n × n convolutional layer. This feature is fed into two other fully connected layers, one of which
being a classification layer (predicting the class of the object within the window – either one of
the object classes, or ‘background’), and the other being a regression layer (predicting coordinate
offsets for the bounding box). For each position of the window, the RPN simultaneously predicts
k multiple region proposals, with the coordinates of each proposal being relative to one of k given
anchor boxes (depicted in blue). Each anchor box is associated with a different scale and aspect
ratio. These help the network to detect objects at different scales and dimensions.
3. These RoIs, together with the feature map, are passed to the RoI pooling layer, at which point
detection proceeds as in Fast R-CNN.
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4

Methods for Detecting Objects in Thermal Images

This chapter discusses the problem of thermal image object detection, within the context
of emergency response situations. A deep learning solution is proposed, and a general
method is outlined.

4.1

Oxford Thermal Dataset (OxTD)

The dataset provided for this project, the Oxford Thermal Dataset (OxTD), consists
of 158,517 pairs of corresponding RGB and thermal images, captured in 21 different
locations (‘runs’) around the University of Oxford (Figure 12a).16
The RGB images each have dimensions 848 × 480, and are 3-channel images with
24-bit colour depth (the R, G and B values of each pixel range from 0 to 256). The
thermal images each have dimensions 464 × 348, and are 1-channel images with 16-bit
colour depth (each pixel in the image takes a single value between 0 and 65535).17

(a) An example image

(b) An image exhibiting significant motion
blur

Figure 12: 848 × 480 images taken from the Oxford Thermal Dataset.
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Data for the Oxford Thermal Dataset were collected by University of Oxford staff as they walked
through the buildings, using an RGB-D camera attached by a 3D-printed mount to an FLIR E95 thermal
imaging device, at a rate of around 60 frames per second.
As the RGB images were not captured using the RGB camera on the FLIR E95, but instead on a
separate camera (attached securely to FLIR) connected to a microcontroller, at times there is loss of
synchronisation between the capturing of the thermal and RGB images leading to a lag of up to a few
seconds in some cases. In addition, during recording, the camera was handheld; this introduced artifacts
such as motion blur into the images (Figure 12b).
After some analysis, two of the 21 runs in the dataset took place in locations containing very few
objects of interest besides empty shelves, and one run was duplicated. In addition, one run displayed a
particularly high level of latency between RGB and thermal images. These runs were removed from the
dataset, leaving 119,078 RGB-thermal pairs.
17
These raw values are a measure of the amount of radiation hitting each pixel in the sensor, and can
be converted to estimated temperatures using standard equations in infrared thermography. Accurate
estimation of temperature requires certain calibration constants and other metadata captured by the
thermal camera, which was unavailable in the dataset. Some brief testing suggests that using estimated
temperature values would be no more effective than using the raw radiance values, as we are only
interested in distinguishing objects from each other – a task which depends on the relative differences in
value of pixels. [Minkina and Dudzik, 2009].
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4.2

Problem Analysis and Transfer Learning

We shall use transfer learning to construct a network that can detect objects of the
relevant classes in thermal images – specifically images from the OxTD.
Transfer learning is a machine learning method where a model trained to perform
a particular task is repurposed, or fine tuned, in order to perform a similar task better
than if a new model had been trained from scratch. In terms of computer vision, this
often entails pre-training a network on a very large dataset (e.g. COCO or Pascal VOC)
and either using this network as a feature extractor for the task of interest, or using its
weights as the initial weights for a new network. The weights of this network can then
be fine-tuned, by continuing the training process and backpropagation as normal on the
new dataset. (For a fuller explanation of transfer learning, see Appendix D.)
A study by Castrejón et al. [2016] demonstrated the possibility of performing crossmodal 18 transfer learning with CNNs. In contrast to conventional transfer learning methods, where the task-specific last layers of the network are fine tuned and the rest frozen,
they instead fine tune the earlier, modality-specific layers of the network and keep the
last few layers frozen. In this way, they approached the task of scene recognition (given
an image, determine the environment in which it was taken) across the modalities of
natural images, sketches, clip art, spatial text19 and descriptions, by learning low level
representations specific to each modality, and a high level representation shared across
all modalities (see Figure 13).
Unit*13:
Tower*Roof

religious,*church,* plants,*
impressive,*monks

Unit*241:
Plants

plants,*fruits,*basil,
land,*mint

Shared'Cross+Modal'
Representation
pool5

Modal
Specific'CNNs

(MLP)

Natural**Images

Sketches

Clip*Art

Spatial*Text

Descriptions

Figure 13: A diagram of the architecture used by Castrejón et al. [2016]. Above, objects and parts of
the scene that activate specific neurons the most are highlighted – interestingly, there are neurons in the
higher level layers which tend to fire on the same objects regardless of modality.

In this vein, as we have many data and networks trained on the RGB modality and
comparatively little thermal data, we hypothesise that it is possible to perform what
Castrejon et al. refer to as modality tuning on the thermal dataset: if we train a network
to detect objects in RGB images, we should be able to freeze20 the last few modalityagnostic layers and fine-tune the first few modality-specific layers to allow the network
18

A modality refers to the way in which information is represented through data – ‘the way in which
something happens or is experienced’ Baltrusaitis et al. [2017]. These include, for instance, natural
language and vocal signals. In the context of computer vision, RGB images, thermal images and drawings
are three distinct modalities through which visual information can be conveyed.
19
Spatial text refers to words describing objects, with each word being associated with the coordinates
of the object it refers to.
20
Freezing layers refers to keeping the weights of these layers constant, and not modifying them during
training.

19

to detect objects in thermal images.

4.3

Overview of the Four-stage Training Pipeline

The training pipeline consists of the following stages:
1. Test set creation. Calculate mappings between RGB and thermal image
coordinates for each run, and create a test set of around 100-200 images in
both RGB and thermal modalities, hand annotated with bounding boxes.
2. Fine tuning on RGB images. Identify a suitable network architecture to
use, and fine tune this network on RGB images containing the categories: doors,
windows, tables, and chairs.
3. Inference and labelling on training and validation sets. Use this network to annotate (a subset of) the RGB images in the OxTD with bounding
boxes for these categories, and map these bounding boxes to their thermal
image equivalents.21
4. Modality tuning on thermal images. Perform modality tuning on this
network: freeze the higher-level layers and train it on the bounding boxes for
the thermal images.
All experiments were performed in TensorFlow [Abadi et al., 2015]; specifically, the
TensorFlow Object Detection API, a high-level framework for training, inference and
evaluation of object detection neural networks. Networks were trained on an NVIDIA
Titan V with 12GB memory. Pending approval, further implementation details and
code may be available at https://homegrownapps.tk/objectdetection.
Figure 14: The 4-stage Training Pipeline

4.4

Stage 1: Test Set Creation

A flowchart for this stage is provided in Figure 15. A discussion of the data processing
methods used in this stage can be found in Appendix E.1.

4.5

Stage 2: Fine Tuning on RGB Images

A flowchart for this stage is provided in Figure 16.
21

In order to perform transfer learning on a network, we must not only prepare a network that can
detect the relevant objects in RGB images, but we also require labelled thermal training data with which
to perform modality tuning on the RGB network. We can solve both of these problems by training a
variety of networks to detect objects in RGB images, and using these networks to annotate the RGB
images of each RGB-thermal pair in the OxTD. Now, as each RGB image is paired with a thermal image,
we can compute a translation mapping coordinates on an RGB image to the respective coordinates on
a thermal image. Thus we can map the coordinates of the bounding boxes produced to their equivalent
coordinates in the thermal images, allowing us to generate a labelled thermal dataset.
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Stage 1: Test Set Creation
Oxford Thermal Dataset:
∼100K pairs of unlabelled
RGB and thermal images

Compute mapping
between RGB and thermal
coordinates for each run

Unlabelled OxTD
Training Set: ∼10K
pairs of unlabelled RGB
and thermal images

Unlabelled OxTD
Validation Set: ∼1K
pairs of unlabelled RGB
and thermal images

Manual annotation of images

OxTD Test Set: ∼150
pairs of labelled RGB
and thermal images

Figure 15: A flowchart illustrating Stage 1 of the training pipeline.

4.5.1

Network Architecture: Faster R-CNN

In order to perform fine tuning on RGB images, we first had to choose an object detection
network to use. This would also be the network used for modality tuning on thermal
images. For this project, we opt to use the Faster R-CNN meta-architecture, as for a
proof of concept we prioritise accuracy over speed.22
The TensorFlow Object Detection API comes with what is known as a model zoo: a
collection of detection models pre-trained on a variety of datasets. From this model zoo,
as our ‘base’ network, we chose the Faster R-CNN with a Resnet-101 feature extractor,
trained on the COCO dataset23 . With an mAP of 0.32 on COCO test data and a
runtime (per 600 × 600 image) of 106ms, this network yields high performance without a
prohibitively slow speed.
4.5.2

RGB Datasets

Two readily-available datasets – the Indoor Scene Recognition (ISR) dataset [Quattoni
and Torralba, 2009] and the Open Images Dataset (OID) [Krasin et al., 2017] – contain
22

While Faster R-CNN tends to lead to slower models, these are often more accurate than one stage
(or ‘one shot’) meta-architectures such as SSDs [Huang et al., 2016].
23
Common Objects in Context (COCO) Dataset: 328K labelled images with annotations for 91 different classes of object, all of which ‘would be easily recognisable by a 4 year old’ [Lin et al., 2014]
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Stage 2: Fine tuning on RGB images
A subset of the Open Images Dataset: ∼10K labelled RGB images, taken
indoors and outdoors.

Faster R-CNN with
Resnet-101 feature
extractor, trained on
the COCO dataset

Fine tune the network

Indoor Scene Recognition dataset: ∼1.7K
labelled RGB images, taken indoors.

Fine tune the network

Experimentation
Faster R-CNN trained
to detect relevant
objects from OID

Faster R-CNN trained
to detect relevant
objects from ISR

Evaluate networks
on OxTD Test Set
(RGB) and choose the
best network to use
for modality tuning,
RGB Faster R-CNN

Figure 16: A flowchart illustrating Stage 2 of the training pipeline.

annotated examples of windows, chairs, doors and tables.24 After some downsampling
(details of which can be found in Appendix E.2), the former yielded examples of 1639
windows, 3170 chairs, 849 doors and 1574 tables, and the latter examples of 5458 windows,
7583 chairs, 4353 doors and 7043 tables.
In addition, we created a combined dataset of OID and ISR images (2612 windows,
3662 chairs, 1634 doors, 2354 tables), with a roughly equal split between OID and ISR.
This was also used to fine tune the network.
Each of these datasets were split into class-balanced training and validation sets; the
test set used was the OxTD test set.
4.5.3

Hyperparameters and Data Augmentation

When training the network, we used stochastic gradient descent (see Appendix A.2.2)
with a momentum optimiser, batch size of 1 and learning rate of 0.0003. As part of input
pre-processing, all images were resized to have a minimum dimension of 600 pixels, and
24

Although standard benchmarking datasets, such as COCO, ILSVRC (ImageNet Large Scale Visual
Recognition Competition dataset [Russakovsky et al., 2015]) and VOC (PASCAL Visual Object Classes
dataset [Everingham et al., 2012]) all contain labelled items of furniture, neither windows nor doors
feature as a category in any of these datasets.
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a maximum dimension of 1024 pixels.
Data augmentation 25 was also performed to increase generalisability of the network
and prevent overfitting: in all experiments, images (and their respective labels) were
flipped horizontally with probability 0.5. In addition, to account for the small size of the
464 × 348 images taken by the thermal camera, on two experiments we randomly cropped
images with probability 0.9 to an aspect ratio of 1.33 (the same as that of the thermal
images) and an area ratio (cropped image to original image) of between 0.5 to 1.26
4.5.4

Fine Tuning and Evaluation

As described in the flow chart, we ran a series of experiments fine tuning the COCOtrained Faster R-CNN on both datasets, tuning the hyperparameters in order to achieve
the best possible performance (highest mAP on the OxTD Test Set). To prevent overfitting, we used a validation-based early stopping method. At intervals of ∼5,000 iterations,
we evaluated the network’s performance on the validation set and saved a checkpoint of
the network’s weights. After training, we took as our final network the checkpoint with
the highest mAP on the validation set – effectively halting training at the point at which
the mAP on the validation set decreases.
For a baseline comparison, we also evaluated the performance of the TensorFlow
model zoo’s best performing OID-trained model (a Faster R-CNN with Inception-ResNet
feature extractor [Szegedy et al., 2017]) on the OxTD Test Set in run RGB1.27

4.6

Stage 3: Inference and Labelling on Training and Validation
Sets

A flowchart for this stage is provided in Figure 17.
From Stage 2, we were left with checkpoints containing the trained networks for each
of the three non-baseline runs (RGB2–4). Our aim is now to provide labels for the RGB
images in the unlabelled OxTD training and validation sets, so that we could in turn
map these bounding boxes to the thermal images and create labelled thermal training
and validation sets for modality tuning in Stage 4.
To do this, we used each of the three networks to perform inference on the unlabelled
RGB images, creating three sets of bounding box annotations28 .
25

Data augmentation refers to techniques that add value to base data by adding information derived
from internal and external sources.
26
Although most hyperparameters defining the network architecture itself have been retained from the
original Faster R-CNN, some are significantly dependent on the dataset in question – specifically, the
anchor scales and aspect ratios (see Section 3.3.4). A discussion on the choice of these hyperparameters
can be found in Appendix E.3.
27
When using this model, we removed all class weights from the last layer apart from those for the
categories of windows, doors, chairs and tables. Due to time constraints and the speed of this network,
we were unable to use it as part of the training pipeline proper.
28
Given the fact that the initial layers of convolutional networks tend to detect generic features
(e.g. edges, blobs, colour gradients) within images, the hope is that the top layers of the RGB-trained
network will learn to detect the equivalent features in thermal images. Thus for a given thermal image the modality-tuned network should return bounding boxes that are as similar as possible to those
produced when the RGB-trained network is run on the corresponding RGB image. (Note that this is
unrelated to the actual accuracy of these bounding boxes – i.e. if the RGB-trained network misclassifies
a certain bookshelf as a table, we would expect the modality-tuned network to do the same.) So for each
network on which we perform modality tuning, we need to have available that network’s annotations on
RGB images, in order to evaluate the modality-tuned network’s performance in this regard.
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Stage 3: Inference and labelling on training and validation sets
Faster R-CNN trained
to detect relevant
objects from OID

Faster R-CNN trained
to detect relevant
objects from ISR
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Choose set of bounding
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Labelled OxTD
Training Set

Labelled OxTD
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Figure 17: A flowchart illustrating Stage 3 of the training pipeline.

4.6.1

Naïve Labelling

The RGB network architectures we have used output 300 object proposals per image,
each with a corresponding confidence (probability that there is actually an object of the
specified class within the bounding box). To create a set of annotations from runs 2, 3
and 4, we chose a confidence threshold of 0.75, and discarded all bounding boxes with a
confidence less than this value29 .
29

We somewhat arbitrarily chose this confidence threshold of 0.75. Analysis of the distribution of
confidences for all bounding box predictions showed it was bimodal, with peaks at 0 to 0.1 and 0.9 to
1.0 – in other words, a significant number of proposals with low confidence / no object, and a significant
number with very high confidence / likely to be an object. In general, empirical testing showed that
the accuracy of predictions is (weakly) correlated with confidence, so setting a high confidence threshold
would lead to more accurate training and test set labels.
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4.6.2

Majority Voting and Non-Maximum Suppression

In addition, we devised another method of labelling, designed to further increase the
precision of labels (at the possible expense of recall).
Throughout this experiment, it has been challenging to deal with the noisy and unclean RGB datasets (OID and ISR), which have led to lower than expected performance
on labelling test data.30 An alternative labelling method31 is to take the two sets of labels
from the OID-trained and ISR-trained networks, and to preserve only the labels on which
the two networks agree (i.e. pairs of labels, one from the OID-trained and one from the
ISR-trained network, with an IoU over a given threshold). This can be regarded as a
very rudimentary form of ensemble learning [Dzeroski and Zenko, 2004].

(a) Raw bounding box predictions (with
confidence ≥ 0.1).

(b) Bounding box predictions after majority voting. Notice that duplicate predictions
for the same object (e.g. the right hand window), and erroneous predictions made by
only one of the networks (e.g. the trolley and
fire extinguisher) have been pruned.

Figure 18: An illustration of majority voting / NMS bounding box pruning. Doors are annotated in red,
chairs in green, tables in blue and windows in yellow. Bounding boxes with solid lines correspond to
annotations from the ISR-trained network; those with dashed lines correspond to annotations from the
OID-trained network.

30

An observation was that, when run on the same image, both networks would tend to correctly label
the actual objects in the image (with confidence > 0.1), but due to peculiarities in each dataset, each
network might propose a number of other false positive labels unique to that network. (One example
was the tendency of the OID-trained network to label certain bookshelves as tables; this behaviour was
not seen in the ISR-trained network.) Although combining the OID and ISR datasets (as described in
Section 4.5.2) managed to somewhat mitigate this issue, it did not resolve it completely, as there was
still a proliferation of false positive labels with high confidences when run on the test set.
31
The method used to do this is outlined below:
1. Prune all bounding boxes from both datasets with confidence under a given threshold (0.2).
2. Compare every OID-trained bounding box with every ISR-trained bounding box. If they are
labelling objects of the same class, compute their IoU. If this is above some threshold (0.2), mark
both bounding boxes for preservation.
3. For each class, run non-maximum suppression on the bounding boxes from each class with an IoU
threshold of 0.2.
An example illustrating this procedure can be found in Figure 18.
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4.7

Stage 4: Modality Tuning on Thermal Images

A flowchart for this stage is provided in Figure 19.

Stage 4: Modality tuning on thermal images
RGB Faster R-CNN:
Faster R-CNN trained
to detect relevant
objects in RGB modality

Labelled OxTD Training Set (Thermal)

Freeze all non-featureextractor layers

Experimentation

Perform modality
tuning on network
(train unfrozen layers)

Evaluate network
on OxTD Test
Set (Thermal)

Thermal Faster R-CNN:
Faster R-CNN trained to
detect relevant objects
in thermal modality

Figure 19: A flowchart illustrating Stage 4 of the training pipeline.

At this point, we are left with three trained networks, along with corresponding labels
for the OxTD training and validation sets.
4.7.1

Freezing Layers

Recall that the Faster R-CNN architecture consists of all but the final layers of a feature
extractor CNN, whose feature map output is then passed to region proposal and detection
networks (see Figure 11). Now, we intend this feature map to be a modality-agnostic32
high-level representation of features within the image. To achieve this, we froze all weights
32

i.e. an RGB image and its corresponding image, when fed through the feature extractor, should
return similar feature maps
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of the region proposal and Fast R-CNN networks, and only fine-tuned the weights of the
feature extractor CNN.
In addition, to judge the effectiveness of this method of modality tuning compared to
simply fine tuning all layers of the network, we also fine tuned an RGB-trained network
on the OxTD thermal training set without freezing any layers.
4.7.2

Modality Tuning and Evaluation

To modality tune the RGB-trained Faster R-CNNs on thermal images, we first preproccessed these thermal images so they can be used as inputs for the network (see
Appendix E.2.1 for procedural details).
We then ran a series of experiments, fine tuning each of the three networks from
Stage 2 on their corresponding OxTD training set, with all layers apart from the feature
extractor frozen. In addition, we fine tuned two networks with no layers frozen: one
network as a comparison between fine-tuning and modality-tuning, and another network
on the OxTD training set with majority voting labels33 .
We used the same early stopping method as described in Section 4.5.4. For each of
the three RGB-trained networks, we kept hyperparameters that influence the structure
of the network (such as anchor size) constant, as changing these would prevent us from
using the weights learned from the RGB dataset.34 The only data augmentation method
used here was a random horizontal flip (with probability 0.5).

33

In this case, it does not make sense to freeze any layers, as the bounding boxes being used for training
are not the output of any one network.
34
We experimented with decreasing the learning rate from that used on the RGB networks, as some
studies [Singh and Garzon, 2016] have reported that this yields an increase in performance when fine
tuning, but this did not appear to yield any increase in test or validation mAP.
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5

Experimental Results, Observations and Analysis

5.1

Results for Stage 2

Results for the experiments in Stage 2 are summarised in Table 1. On average, the
networks took around 20,000 steps to converge, with validation and test mAPs plateauing
or decreasing beyond this.
Run RGB1 was the baseline test described in Section 4.5.4. This achieved a surprisingly low mAP on the OxTD test set (mAP@.50 0.209) compared to the reported value
of 0.54 on the OID test set [Huang et al., 2019]. This is most likely because the network
was trained to detect 600 classes of objects rather than just 4, and the mAP is an average
of the AP for each class, so the per-class AP for e.g. windows, tables, chairs and doors
could be significantly lower than this if the AP for other objects is much higher.
Performance
Run

Dataset

Feature Extractor

Validation
OxTD Test OxTD Test
mAP@.50:.05 mAP@.50:.05 mAP@.50

RGB1
RGB2
RGB3
RGB4

OID
Inception ResNet
n/a
ISR
ResNet-101 (COCO) 0.298
OID
ResNet-101 (COCO) 0.192
Combined ResNet-101 (COCO) 0.175

0.109
0.139
0.172
0.195

0.209
0.250
0.335
0.346

Table 1: RGB network performance (mAP) on validation and OxTD test sets. Run RGB1 was a baseline
test using an Inception ResNet Faster R-CNN trained on the OID; run RGB2 used random horizontal
flipping; runs RGB3 and RGB4 used an expanded range of anchor scales, random horizontal flipping and
random cropping.

Compared to this OID baseline, all fine-tuned networks achieved better results, with
run RGB4, trained on the combined dataset, yielding the highest test mAP of 0.195.
What is interesting to note here is that, for successive runs, as the OxTD Test mAP
increases, the validation mAP decreases. In particular, there is a large gap between the
test and validation mAPs of runs RGB1 and RGB2, and those of runs RGB3 and RGB4
(the latter using a wider range of data augmentation methods). This indicates that, in
runs RGB1 and RGB2 the network was overfitting to the environment of the images in
the dataset it was trained on – in runs RGB3 and RGB4 the use of data augmentation
means that the network is better able to generalise and performs better on test data of
a different environment. In particular, for run RGB4, we note that it is unusual for the
test mAP to be higher than the validation mAP – this is likely as combining the ISR
(indoor) and OID (outdoor) datasets further reduced the network’s tendency to overfit
to the environment of the images it was trained on.

5.2

Results for Stage 4

Results for the experiments in Stage 4 are summarised in Table 2.
5.2.1

Effectiveness of Modality Tuning

All modality tuned networks (IR2, IR3 and IR4) performed substantially better than
the baseline RGB-trained network IR1, which obtained an mAP@.50:.05:.95 of 0.034 on
28

Performance
Run

RGB
Network
(Dataset)

Method

IR1

RGB3
(OID)
RGB2
(ISR)
RGB3
(OID)
RGB4
(Combined)
RGB3
(OID)
RGB4
(Majority
voting)

No training
(baseline)
Modality
tuning
Modality
tuning
Modality
tuning
Fine tuning

0.038

0.034

0.068

0.169

0.132

0.268

0.301

0.138

0.282

0.258

0.169

0.327

0.301

0.136

0.266

Fine tuning

0.218

0.152

0.293

IR2
IR3
IR4
IR5
IR6

Validation
OxTD Test OxTD Test
mAP@.50:.95 mAP@.50:.95 mAP@.50

Table 2: Thermal network performance (mAP) on validation and OxTD test sets. Run IR1 was a baseline
test, evaluating an RGB-trained network (RGB3) on thermal data without any specific training on the
thermal modality. The dataset indicated in brackets refers to the dataset on which the RGB network
was trained, except in the case of IR6. In this case, we fine tuned the RGB4 (Combined) network on
labels generated by majority voting and NMS.

OxTD thermal test data. The highest performing network, IR4, achieved a 5-fold increase
in mAP (0.169) from this baseline.
Experiment
Metric
Validation mAP
RGB Test mAP
IR Test mAP
∆ (RGB−IR)

Baseline (IR1)

IR2

IR3

IR4

0.038 0.169 0.301 0.258
0.172 0.139 0.172 0.195
0.034 0.132 0.138 0.169
0.138 0.007 0.034 0.026

Table 3: A comparison of modality-tuned thermal (IR) network performance with RGB-trained network
performance on the OxTD test set. All mAPs given here are mAP@.50:.05:.95. Validation mAP refers
to the mAP obtained on the OxTD validation set, with experiment-specific annotations. For each IR
run, RGB Test mAP is computed from the corresponding RGB-trained network.

Table 3 compares the performance of the modality tuned networks on OxTD thermal
test data to that of their corresponding RGB-trained networks on OxTD RGB test data.
In general, the validation mAP is significantly higher than either the RGB or the IR test
mAPs; this indicates that the predictions of each IR run are similar to the predictions of
the corresponding RGB-trained network.35
35

In this regard, IR2 seems anomalous, with a low validation mAP of 0.169 – this is likely due to the
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In addition, we note that the absolute difference between the IR and RGB test mAPs
is relatively low – averaged across the three non-baseline IR runs, the IR and RGB test
mAPs differ by 13.2%. This indicates that the noise / performance loss introduced by
e.g. automating the dataset labelling process and mapping RGB to thermal coordinates
only causes a slight decrease in mAP.

0.3

mAP 0.25
0.2
IR4
IR6

0.15
0.2 0.4 0.6 0.8

1

1.2 1.4 1.6 1.8
Step

2

2.2 2.4 2.6
·105

Figure 20: A graph illustrating the validation mAP@.50:.05:.95 per step during the training of the IR4
(modality tuned) and IR6 (fine tuned) networks. A step refers to one gradient update of the network –
i.e. one training example being processed (as we are using a minibatch size of 1).

5.2.2

Modality Tuning or Fine Tuning?

In order to assess the effectiveness of fine tuning only the feature extractor (‘modality
tuning’) as opposed to fine tuning all layers, we ran two experiments training the same
network (RGB3) on the same training dataset, one using modality tuning and the other
using fine tuning. Surprisingly, there is very little difference in results: the modality
tuned and fine tuned networks have identical validation mAPs (to 3 d.p.) of 0.301, and
their test mAPs (0.138 for modality tuning; 0.136 for fine tuning) agree to within 1.4%.
In addition, the graph presented in Figure 20 suggests that both the modality tuned and
fine tuned networks converge at roughly the same rate. This provides evidence against
our original hypothesis that the method of modality tuning would provide significant
performance improvements over just fine tuning the entire network – rather, as Chu et al.
[2016] observed with convolutional neural network classifiers, fine tuning all layers of the
network proves just as effective as selectively fine tuning certain layers.
5.2.3

Combined Datasets and Majority Voting

The two highest performing networks on the OxTD test dataset were IR4 (mAP 0.169)
and IR6 (mAP 0.152); in contrast to IR1, IR2, IR3 and IR5, these both used multiple
datasets in some way for training.
It is clear that amalgamation of the ISR and OID datasets pays dividends in terms
of network performance, as demonstrated by IR4. In terms of raw mAP, the network
fact that the corresponding RGB-trained network (itself with a low mAP of 0.139) labelled the OxTD
training dataset badly.
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trained on the majority voting dataset underperforms compared to that trained on the
combined dataset; this is in line with the findings of Dzeroski and Zenko [2004], who
showed that “ensemble classifiers ... perform (at best) comparably to selecting the best
classifier from the ensemble”.
Analysis of a sample of annotated OxTD images suggests that IR4 has a higher
precision than IR6 at low values of recall (although IR4 annotates fewer ground truth
objects than IR6, it produces fewer false positives);36 to confirm this, we would need to
produce precision-recall curves for these networks37 .
5.2.4

Category-wise Performance

A brief discussion of the category-wise performance of each IR run can be found in
Appendix F.1.

36

Even if this holds, the comparative utility of both networks (in other words, whether or not one
should prioritise precision over recall) is a question for discussion: on the one hand, if a false positive
door or window appears in the dataset, a firefighter would waste significant time, and perhaps endanger
their life, attempting to find a non-existent exit; on the other hand, if an obstacle such as a table is not
identified correctly (a false negative), a firefighter might injure themselves if they walk into it.
37
Unfortunately, this has not been possible, due to time constraints.
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6

Conclusions and Further Work

Summary There are three main insights we can draw from this project.
First, we demonstrate that it is possible to train an object detection network on RGB
images, run this network on a larger dataset of RGB images to obtain a pseudo-ground
truth, and then use this pseudo-ground truth to perform transfer learning on the network
such that it can detect objects in images of another modality (thermal images). To
do this, we implement a proof-of-concept pipeline for training a Faster R-CNN object
detection network on thermal images, and with some hyperparameter tuning achieved an
mAP@.50:.05:.95 of 0.169 on the OxTD test data.
We also find that performing modality tuning [Castrejón et al., 2016] on an RGBtrained network (i.e. only training feature extractor layers) yields no significant advantages, either in performance or training time, compared to fine tuning all layers of the
network.
Finally, we perform various methods of data augmentation when training the RGB
and thermal networks; we also investigate training object detection networks on various
combinations of datasets, alongside an ensemble method of annotating the OxTD training set. We conclude that data augmentation, along with combining different datasets,
can yield a substantial performance increase (i.e. increase in OxTD test set mAP), and
that ensemble methods of creating a pseudo-ground truth dataset yield a performance
comparable to that when using the combined dataset.
Overall, these results are promising, and indicate that there is scope for further research in this area. While not yet robust, reliable or fast enough to operate in the field
on an embedded system, it is a testament to the power of modern machine learning
techniques that such a pipeline could be implemented in a short span of time.
Further Work Possible improvements38 and further directions for research are outlined
in Appendix G.
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Owing to ethical issues regarding the dataset, we were only able to gain access to the OxTD at the
start of April. Because of the time constraint, our main goal was to implement an “existence proof” of
the training pipeline; time-consuming optimisation procedures such as hyperparameter tuning via grid
search were unfortunately not feasible in the time available for the project.
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Appendices
A

Overview of Machine Learning

The following appendix introduces key concepts in machine learning related to computer
vision. Through the lens of problems in the natural sciences, we provide a broad overview
of terms and ideas in machine learning, and frame machine learning as an optimisation
problem to be solved by numerical methods such as stochastic gradient descent (SGD).

A.1

Machine Learning

Machine learning is a term used to describe a variety of techniques, all of which use
algorithms to make inferences from data: specifically those whose “performance at tasks
in [some class of tasks] T , as measured by [some performance measure] P , improves
with experience E” [Mitchell, 1997]. At its heart, it is simply the automation of the
process of finding patterns in data – given a series of examples, and by learning the
patterns and regularities inherent in these, an algorithm is able to improve its ability to
take actions such as classifying this data into different categories [Bishop, 2007]. With
machine learning, our approach shifts from that of a mathematical science (typical of
most computational problems) to that of a natural science: we are making observations
of and proposing models for an uncertain world, and using statistical methods to evaluate
our results.
A.1.1

Example

Consider the problem of deciding whether a handwritten digit is a 0 or a 1, given the
following set of 28 × 28 pixel images [LeCun et al., 1999]:
�������

TrainingData =
-> 0,
-> 1,

-> 0,

-> 1,

-> 0,

-> 1,

-> 0,

-> 1,

-> 0,
-> 1,
-> 0,

-> 1,
-> 0,
-> 1,

-> 1,
-> 0,

-> 1,

-> 0,
-> 1 ;

The goal, therefore, is to create an algorithm that, given a 28 × 28 pixel image not in
this set, will output either 0 or 1 depending on whether the digit drawn in the image is
a 0 or a 1.
Now one way to solve this problem could be to develop a heuristic based approach to
classify these digits based on their shape. In practice, however, this method would lead
to a plethora of rules and exceptions, and poor results.
An alternative solution, rather than coding the heuristics by hand, is to let the computer do it for you. A machine learning approach to this problem would propose an
adaptive function, or model, and adjust the parameters of this function using the images
provided such that it learns the relationship between the values of the pixels in the image
and whether or not it represents a 0 or a 1.
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A.1.2

Types of Machine Learning

Machine learning is usually divided into two main types: supervised and unsupervised
learning. In supervised learning (as in our digit recognition example above) our goal is
to estimate (or learn) the relationship between a dependent variable y and one or more
independent variables xi from a set of examples by tuning the parameters of an adaptive
function, or model – a process called training. Each independent variable is called a
feature: these features are individual properties of the example being observed, such as a
person’s height, a word or the value of a given pixel in an image. The dependent variable
is called a label – this is the value we are predicting and can in principle be anything,
although in practice this is almost always either a categorical variable from a finite set
(represented as a vector) or a real-valued scalar. If the dependent variable is categorical,
we call this a classification problem; if it is real-valued, we call this a regression problem.
In essence, we aim to learn a mapping from vectors of features x to labels y from a
given set of N examples (associations between features and labels) X = {(xi ,yi )}N
i=1 . This
set is called the training set (this is sometimes represented as a matrix, where each row
is a training example). This mapping should then be able to make accurate estimations
of y for values of x not in the training set – in other words, to generalise to unseen data
– in a process called inference.
By contrast, in unsupervised learning, we are only given a set of feature vectors
{xi }N
i=1 , without their corresponding labels. The goal here can be varied, ranging from
clustering, grouping similar feature vectors together, to dimensionality reduction, projecting the feature data from high-dimensional space to low-dimensional space either for
visualisation or as input into another machine learning algorithm.
The problem of object detection, which we aim to solve, is a supervised machine
learning problem (we are provided with training data consisting of a series of images
along with the positions of objects in them); from hereon subsequent uses of the phrase
machine learning will refer to supervised machine learning.

A.2

Linear Regression

To motivate our discussion of deep learning, we introduce a simple linear regression model.
Consider the data shown in figure 21.
Suppose this data related, say, the force applied to a spring (on the x axis) to its
length (on the y axis). We want to fit a model to this data – in other words, propose a
function that will map values of the feature x (force applied), to labels y (length of the
spring). It is known that the length of a spring increases linearly with the force applied
to it, therefore it would be sensible to propose the following model for this data:
y(x,w) = w0 + w1 x

(6)

Here, w = (w0 ,w1 ) are the parameters (or ‘weights’) of our function, so called as they
define how much weight is given to each feature in the model. w0 is sometimes referred
to as the bias (b).
We can easily extend this model to feature vectors x containing D (> 1) features as
follows:
D
X
y(x,w) = w0 +
w i xi
(7)
i=1
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Figure 21: Linear data (generated from the function y = 2x + 5 with Gaussian noise added to the target
values)

A.2.1

Reducing Loss

In order to fit the model to the data, we need to find the best values w∗ for the weights
defined in w. This can be done by minimising a loss, or error, function `(X, y; w), that
quantifies how well the function y estimates the target values yi for each xi ∈ X for given
values of w. By convention, the lower the loss, the better the fit of the model – if the
model’s prediction is perfect, the loss is zero.
One such loss function is mean squared error (MSE) – as its name suggests, it is
computed by finding the mean of the squares of the errors (differences between the target
value yi and the predicted value ŷi for each data point xi ∈ X), so that we minimise
N

`(X, y; w) =

1X
(y(xi ,w) − yi )2
n i=1

(8)

y
25

20

15

10

5

2

4

6

8

10

x

Figure 22: The error function in (8) corresponds to the mean of the sum of the squares of the displacements of each point from the function y(xi ,w) (shown by the red bars).

Now, for the example of linear regression we have here, one way to train our model
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would be to find an analytical / closed-form solution for arg min `(X, y; w). It so happens
w

that, for the case of linear regression, this is possible [Ng, 2003]. However, for almost
all other models (especially those with many parameters and in many variables), this
is either mathematically impossible or computationally infeasible. Thus we need a way
of numerically approximating this minimum: one such method is stochastic gradient
descent.
A.2.2

Stochastic Gradient Descent

Suppose we are trying to minimise some arbitrary real-valued function f (w), where w is a
D-dimensional vector. Now we can visualise this function f for all possible values of w as
a surface, or a kind of ‘valley’, for which we want to find the lowest point. One algorithm
to numerically approximate this lowest point is motivated by the following analogy: if a
blind hillwalker were standing at some point w on this surface and wished to walk down
the valley to a minimum point, a logical way in which they could do this would be to
ensure that, for each step they take, they go down the valley as much as possible (their
vertical distance from the bottom of the valley decreases as much as possible). In other
words, they would test all points that are some unit vector u away from their current
position w, find the lowest such point, and take a step of some size η in that direction.
Now, the directional derivative ∇u f (the gradient of f at a given point w in the
direction u) is defined [Weisstein, 2019] as
∇u f (w) = ∇f (w) ·

u
|u|

(9)

where ∇f (w) is the gradient of f at w (i.e. the vector of partial derivatives ( ∂f∂w(w)
)D
i=1 ).
i
Hence, the lowest point a distance of |u| away from w will be when ∇u f is at its minimum.
For vectors x and y, x · y = |x||y| cos θ (where θ is the angle between the two vectors).
So we want to find the minimum of
1
|∇f (w)||u| cos θ
|u|
= |∇f (w)| cos θ

∇u f (w) =

(10)
(11)

with respect to u. Now this will be minimised when cos θ = −1 – i.e. when the angle
between the vectors is 180◦ , and when u is in the opposite direction to ∇f (w).
Thus, in order to iteratively reduce the value of f (w), we can perform the following
gradient descent update:
w := w − η∇f (w)

(12)

where η is a tunable hyperparameter known as the learning rate. This controls the size
of each ‘step’: too high a learning rate and one risks overshooting the minimum; too low
a learning rate and convergence may be very slow.
Substituting the loss function `(X, y; w) in place of f (w) we obtain the following
iteration for minimising loss:
w := w − η∇`(X, y; w)
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(13)

However, as calculating the gradient of the loss function `(X, y; w) over all training
examples x ∈ X is computationally expensive, we use a lighter weight solution: to
approximate the gradient of `, at each iteration we take a sample39 of training examples
(a ‘mini-batch’) B, and compute the mean of the gradients of `(B, yB ; w) over these
examples as an approximation to the true gradient ∇`(B, yB ; w). This is known as
minibatch gradient descent. In cases when the number of elements in each batch is equal
to 1, and where this element is randomly selected, this is known as stochastic gradient
descent [Lipton, 2017].

39

This can either be a random sample of training examples, or it may move through the full training
set systematically.
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B

Deep Learning

B.1

Activation Functions

It is important that the activation function be non-linear, as it allows for non-linear
decision boundaries to be learned by the network – compositions of linear regressors will
only ever produce a linear decision boundary, and will be no better than simply learning
a linear regressor on the data.
A variety of different functions f can be used as activation functions, including the
sigmoid function,
1
(14)
f (x) =
1 + e−x
the hyperbolic tangent (tanh) function,
f (x) = tanh(x) =

ex − e−x
ex + e−x

(15)

and the ReLU (rectified linear unit) function.
(
0 for x < 0
f (x) =
x for x ≥ 0
1.0

(16)
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Figure 23: Sigmoid function
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Figure 25: ReLU function

Studies by Jarrett et al. [2009], Nair and Hinton [2010], Glorot et al. [2011] have shown
that, for many neural network architectures, using the ReLU activation function yields
better performance than alternatives such as the sigmoid or tanh functions40 ; as a result
it is one of the most commonly used activation functions in modern neural networks.

B.2

MNIST and Feedforward Neural Networks

The MNIST41 dataset [LeCun et al., 1999] contains 60,000 training and 10,000 test examples of handwritten digits, represented as 28 × 28 images. A sample of these data is
shown in Figure 26.
Dubbed “the Drosophila of machine learning” by Geoffrey Hinton, MNIST is one of
the simplest and most widely used datasets in deep learning, allowing researchers to test
and investigate machine learning algorithms under controlled conditions.
40

For saturating functions such as sigmoid and tanh, and for large values of x, the gradient tends
towards 0. This can lead to what is known as the vanishing weight problem: during backpropagation the
partial derivatives ∂E
∂w of weights w are computed using the chain rule, which can result in the gradient
update being extremely small and the weights not updating at all. ReLU avoids this as its gradient is
either 1 if x > 0 or 0 otherwise.
41
Modified National Institute of Standards and Technology
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Figure 26: A sample of 10 digits from the MNIST dataset

We trained a feedforward neural network on 60,000 images from this dataset, achieving
an accuracy of 97.3% on a test dataset of 10,000 images. This network consists of four
layers, each with 225, 144, 64, and 10 neurons respectively, using ReLU activation and a
softmax / cross entropy loss function.
We can gain some insight into how this network detects features within the digits of
the dataset by looking ‘under the hood’. Taking the first layer of the network, we can
extract the weights from each of the 225 neurons. Now notice that each of these neurons
takes as input all of the 784 pixels of the image, each of which is either 0 or 1. Thus
for each neuron, each pixel has a respective weight. We can now represent the weights
of each neuron as 28 × 28 images (where the top left pixel in the visualisation represents
the weight assigned to the top left pixel in the image), as shown in Figure 27.
What is striking about this collage of neurons are two things. First, while the magnitudes of the weights of some neurons appear very low or close to 0, and their images
appear close to random noise, for others one can very clearly see patterns – swirls, strokes
and lines clustered in a particular region of the image – like the sorts of patterns one might
find in an image of an MNIST digit. One might infer, therefore, that these neurons will
fire if that particular pattern is detected in the image. Second, notice that there are a
number of neurons which appear to be looking for the same (or a similar) feature, but in
slightly different places.
This all goes to suggest that, for images, the full connectivity of a feedforward neural network is wasteful – and this problem only grows with larger networks. Take, for
instance, a 200 × 200 3-channel RGB image. If each pixel is an input, this would need
neurons with 200 × 200 × 3 = 120,000 weights; and we would want multiple such neurons,
further increasing the number of parameters. Not only does this lead to increased time
and space complexity, but such a large number of parameters would likely yield a model
prone to overfitting [Karpathy, 2019].
Convolutional neural networks are specifically designed to exploit the spatial structure
of images – for instance, that comparing pixels that are close together is more relevant
than comparing pixels that are far apart – making them more effective and faster to
train, particularly on larger images. They do this through two new types of layer: the
convolutional (‘Conv’) layer, and the pooling layer.
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Figure 27: The weights of the 225 neurons in the first layer of the network. Each pixel represents a
weight, scaled such that a completely black pixel represents a weight of 1, and a completely white pixel
represents a weight of −1. Thus gray pixels (between black and white) will have weights close to 0 – the
closer the pixel is to black or to white, the larger the magnitude of the weight.
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C
C.1

Evaluation Metrics
Intersection over Union

When training and testing an object detection network, we need to be able to evaluate
the network’s performance. In image classification tasks, this is straightforward: if the
predicted label is the same as the ground truth label, the prediction is correct, otherwise it
is incorrect. However, in object detection tasks, where the network must predict bounding
box coordinates (a regression task) as well as classify the object within the bounding box,
we have to be able to quantify how close the predicted bounding box is to the ground
truth.
The most popular evaluation method for such problems is Intersection over Union
(IoU, also known as the Jaccard index ), and is computed as follows:
IoU =

|I|
|A ∩ B|
=
|A ∪ B|
|U |

(17)

where A and B are the ground truth and prediction bounding boxes respectively, I is the
intersection area (Figure 28b) and U is the union area (Figure 28c). The value of IoU
can range from 0 to 1, 0 being when the two bounding boxes do not intersect at all, and
1 being when they overlap completely (i.e. a perfect prediction).

(a) Bounding Boxes

(b) Intersection area I

(c) Union area U

Figure 28: An example demonstrating the Intersection over Union evaluation metric. Ground truth
bounding box in dark blue; prediction bounding box in light blue. [Rezatofighi et al., 2019]

C.2

Precision, Recall and mAP

Recall that classification networks return probabilities (or confidences) – specifically, for
each bounding box, an object detection network would return a probability of there being
an object of the specified class within that bounding box. At this point, one naïve method
to assess network performance might be to set a threshold value of IoU above which we
would deem a prediction ‘correct’, and a threshold probability (classification threshold)
above which we would deem the network to have made a prediction, and simply compute
accuracy as a percentage of correct predictions. However, this method does not give us the
full picture of a network’s performance, particularly in cases with imbalanced datasets.
Say, for illustration, that we had a dataset of images containing 18 cats and 2 dogs: in
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this case the heuristic ‘label every object a cat’ would achieve an apparent accuracy of
90%.
Two better metrics to use when evaluating network performance are those of precision
and recall, defined as follows:
Precision =

TP
TP + FP

(18)

TP
(19)
TP + FN
where T P is the number of true positives, T N is the number of true negatives, F P is the
number of false positives and F N is the number of false negatives. From these equations,
we can see:
Recall =

• Precision is a measure of the proportion of ‘positive’ predictions made that are correct (the proportion of bounding box predictions that are actually surrounding the
right object) – low precision indicates a high proportion of false positives compared
to true positives.
• Recall, on the other hand, is a measure of the proportion of the positives in the
ground truth that are identified correctly (the ability to detect all the objects in
the dataset) – low recall indicates a high proportion of false negatives, or in other
words, many objects in the dataset that were not identified.42
Notice that the values of precision and recall depend very much on the classification
thresholds set: a high threshold (only predictions the network is very ‘certain’ about
count) will lead to a high precision but a low recall, and vice versa. We can visualise
this relationship between precision and recall by calculating the values of precision and
recall at different classification thresholds, and plotting the graph of precision p(r) as a
function of recall r (Figure 29).
One metric we can compute from this data is average precision (AP) – the average
value of p(r) over the interval 0 ≤ r ≤ 1, or in other words, the area under the precisionrecall curve:
Z 1
AP =
p(r) dr
(20)
0

As we are only able to compute p(r) for a finite number of values of r, to approximate
this integral we can instead rank the predictions made by the network (across the whole
dataset) in descending order of confidence. Notice that, if we set the classification threshold such that the first n elements in this list are above it, the resulting recall will always
be less than or equal to the recall if the first n + 1 elements were above the threshold.
Thus we can approximate the area under the curve as follows:
AP =

n
X

P (k)∆r(k)

(21)

k=1
42

At this point, it is worth being precise about what is classed as a true positive / false positive etc.
in terms of object detection: given some threshold T , a prediction is a true positive if the IoU is ≥ T , a
false positive if either the IoU is < T or the model has predicted two bounding boxes around the same
object (the duplicate bounding box is a false positive), and a false negative if the IoU is ≥ T but the
object is classified wrongly. The lack of a bounding box around an object is also a false negative, and
the lack of a bounding box around a non-object is a true negative.
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Figure 29: Two example precision-recall (PR) curves, representing the performance of two classifiers A
and B. Here, classifier A clearly outperforms classifier B. [Roffo, 2017]

where P (k) is the precision with a threshold set such that the first k elements in the
list are above it, ∆r(k) is the change in recall from a threshold including the first k − 1
elements to a threshold including the first k elements and n is the number of examples
in the dataset [Su et al., 2015]. Some evaluation metrics, such as that used by the Pascal
VOC43 object detection challenge use an interpolation method to smoothen the curve,
for instance ensuring the precision is monotonically decreasing by setting the precision
for a given recall r to the maximum precision obtained for any recall r0 ≥ r [Everingham
and Winn, 2012].
One of the most popular set of object detection metrics are what are known as COCO
metrics – the evaluation metrics used in the COCO44 object detection challenge. The
primary metric used here is what is known as mAP@IoU=.50:.05:.95 : the mean of average
precision values with IoU threshold varying from 0.50 to 0.95 with interval 0.05. Other
common metrics include mAP@IoU=.50 (Pascal VOC metric) and mAP@IoU=.75.
For the COCO dataset, the current state of the art is an mAP of 0.526, achieved
by the Chinese AI startup Megvii [Lin et al., 2018]. A study by Google [Huang et al.,
2016] analysing speed/accuracy tradeoffs in various object detection architectures for the
COCO dataset yields mAPs as shown in Figure 30; the TensorFlow object detection
‘model zoo’ [Huang et al., 2019] contains COCO-trained models with mAPs ranging from
0.16 to 0.43.

43
44

PASCAL Visual Object Classes [Everingham et al., 2012]
Common Objects in Context [Lin et al., 2014]
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Faster R-CNN w/ResNet, Hi
Res, 50 Proposals
R-FCN w/
ResNet, Hi Res,
100 Proposals
Faster R-CNN w/Incep.on
Resnet, Hi Res, 300
Proposals, Stride 8

SSD w/Incep.on V2, Lo Res
SSD w/MobileNet, Lo Res

Figure 30: A graph of accuracy (percentage mAP) against per-image inference time. Colours indicate
feature extractor; marker shapes indicate meta architecture. Each (meta architecture, feature extractor)
pair can correspond to multiple points on the graph due to varying hyperparameters. [Huang et al.,
2016]
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D

Transfer Learning

More specifically, transfer learning is the following problem: “given a source domain DS
and learning task TS , and a target domain DT and learning task TT , transfer learning
aims to help improve the learning of the target predictive function f (·) in DT using the
knowledge in DS and TS , where DS 6= DT , or TS 6= TT ” [Lin and Jung, 2017].
The motivation for this process is the deep learning observation that layers in CNNs
themselves — and by extension in networks such as Faster R-CNN — form a hierarchy
of concepts (see Section 2), in that they progress from generic to specific. In the first
few layers, CNNs often learn generic features similar to Gabor filters45 and color blobs,
whereas in later layers the CNN develops a high-level representation of the contents of
the image, becoming progressively more specific to the classes of the dataset [Yosinski
et al., 2014]. Thus a common practice in transfer learning is to ‘freeze’ the weights of
the first few layers (i.e. to not modify these weights during training), and to only modify
the weights of the last few fully connected layers, the idea being that, since the first few
layers learn to detect general properties of an image (such as blobs, edges of objects and
so on), the features extracted by the first few layers will be relevant to many different
computer vision tasks, not just to the task the network was trained on.
This view is not universally held by the computer vision community, though: there is
a growing school of thought that simply fine tuning all layers of the network – except in
cases where there is a particularly small dataset – is more effective than freezing certain
layers. [Chu et al., 2016]

45

Gabor filters are linear filters used in image processing for low-level feature extraction and texture
analysis.
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E

Methods

E.1
E.1.1

OxTD: Data Processing
RGB-Thermal Coordinate Mappings

In order to make sense of the RGB-thermal pairings provided in the OxTD, it was first
necessary to compute a mapping between pixels in the RGB image and pixels in the
thermal image. After analysing a number of RGB-thermal pairings, it became apparent
that, with a geometric translation, one could superimpose the thermal image on the RGB
image, while keeping both images at their original scales. Specifically, for some offsets
m and n, we can map each pixel Tyx in the thermal image T with a corresponding pixel
R(y+n)(x+m) in the RGB image R. Note that this alignment is very much approximate –
although after alignment objects and features in the thermal image should be in similar
positions to those in the RGB image, the perspective of the thermal camera is slightly
different to that of the RGB-D camera. As these offsets would remain roughly the same
for the duration of each run, but could change between runs (as they are dependent on
factors such as the position of the RGB-D camera mount on the FLIR unit), we adjusted
the offsets manually for each run until the thermal images were aligned correctly with
the RGB images. This is demonstrated in Figure 31a.
Unfortunately, there are some isolated instances within a given run where the alignment deviates from that specified by the corresponding offsets – here, due to the not
insignificant lag between visible and thermal image capture, it is likely that the camera
perspective has shifted between capturing the visible and thermal image due to videographer motion (as in Figure 31b).

(a) An image demonstrating correct align- (b) An image demonstrating incorrect
ment
alignment, due to videographer motion
Figure 31: Examples of thermal images superimposed on RGB images. For ease of viewing, thermal
images are converted to colour maps using a histogram equalisation method.

E.1.2

OxTD: Dataset Splitting

The OxTD contains on the order of 150K images; although more data generally improves
model performance, the benefits of a larger dataset decrease with increasing size [Zhu
et al., 2012], and a dataset of this size would be impractical to manipulate and store in
memory for training. Thus, we construct46 smaller training, test and validation datasets
as follows:
46

Note that we use systematic sampling, instead of random sampling, to select the datasets, as the
dataset is comprised of frames from a video recording. Due to the fact that two adjacent frames in the
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1. Training Set: 10,568 unlabelled pairs of RGB and thermal images (all images with
index47 1 mod 15) – once the RGB images have been labelled by the RGB-trained
network, the thermal images will form the training data for modality tuning.
2. Validation Set: 2,114 unlabelled pairs of RGB and thermal images (all images
with index 28 mod 75) – once the RGB images have been labelled, the thermal
images will form the validation data for modality tuning. The modality-tuned
network’s performance on this dataset will be an assessment of how close its labels
are to the labels on the original network when given RGB images – i.e. how well
the first few layers in the thermal network have learned to detect the same features
as the first few layers in the RGB network.
3. Test Set: 127 manually annotated pairs of RGB and thermal images (all images
with index 0 mod 500, with images containing no relevant or discernible objects
removed). The purpose of these images is twofold:
(a) The RGB network’s performance on the RGB images of the test set (OxTD
Test Set (RGB)) evaluates how well the network can detect objects of the
relevant classes in the environments present in the OxTD, and will be used to
select the network used for labelling the OxTD Training and Validation sets.
(b) The thermal network’s performance on the thermal images of the test set will
be an assessment of how close its labels are to the ground truth – i.e. how well
it can detect objects of the relevant categories.

E.2

RGB Dataset Analysis and Downsampling

The ISR dataset, developed primarily for the task of indoor scene recognition 48 , contains
15K images, a subset of which are annotated with the objects they contain. After some
data cleaning, this dataset yielded annotated examples of 1639 windows, 3170 chairs, 849
doors and 1574 tables; these examples were all from indoor environments. The OID is
a dataset of ∼9 million images annotated with bounding boxes spanning 600 categories;
these are very diverse, taken in indoor and outdoor environments. This dataset yielded
annotated examples of 29,862 windows, 15,693 chairs, 4353 doors and 7043 tables. The
fact that the OID contains indoor and outdoor environments is potentially a disadvantage,
as the OxTD, which we are attempting to label, consists of only indoor images (and
‘windows’ in outdoor environments, such as car windows, look substantially different
from windows inside a building) – nevertheless, its size compared to the ISR dataset
should make up for this.
Note that, in both datasets, there is a significant class imbalance: in the ISR datasets,
there are fewer examples of doors and more chairs than other categories, and in the OID
this problem is even more pronounced, with almost seven times more windows and four
times more chairs than there are doors. In cases where class distributions are highly
imbalanced, models trained on this data often suffer from what is known as the class
imbalance problem – that is, they have low predictive accuracy for the infrequent class
dataset will be very similar, to ensure as little repetition of data as possible we sample systematically
(every nth image) in order to ensure an even distribution of environments within the dataset.
47
Here, the index of an image refers to its position in the dataset when all images are sorted in
chronological order.
48
Given an image, name the environment in which it was taken – e.g. kitchen, living room, restaurant.
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[Ling and Sheng, 2010]. Thus, we performed downsampling49 on the OID in order to
resolve this issue, leaving us with examples of 5458 windows, 7583 chairs, 4353 doors and
7043 tables. As the ISR dataset is already very small, however, and the imbalance is less
severe than that of the OID, we decided to leave the dataset as-is: it is likely that the
decrease in performance from losing a significant fraction of training examples would be
more significant than that caused by the imbalance in class distributions.
E.2.1

Thermal Image Preprocessing

Since the thermal images in the OxTD have only one channel (luminance), and the
RGB images, on which the ResNet feature extractor operates, have three (red, green and
blue)50 , we must modify either the thermal images or the first few layers of the network
in order to use the network with thermal images.
Possible approaches include:
1. Duplicating the raw luminance values of the thermal image and using these as input
for each of the three channels (i.e. for each pixel, the red, green and blue channel
values all equal the luminance for that pixel).
2. Adding another convolutional layer before the first layer of the feature extractor,
taking as input a tensor of dimensions (h, w, 1) (where h, w are the height and width
of the input image51 ) and containing three kernels. This layer will have an output
volume of dimensions (h, w, 3), which then forms the input of the first layer of the
feature extractor.
3. Converting the thermal images to RGB colour maps using methods such as histogram equalisation (as in Figure 31) and using these as three-channel inputs for
the feature extractor.
Similar studies on object detection from thermal images [Jangblad, 2018] have shown
that method (i) performs better than methods that modify the structure of the network,
such as (ii). Thus, we used method (i) to transform the 1 channel thermal images into 3
channel images that can be used as inputs for the Faster R-CNN.

E.3

Faster R-CNN Anchor Scales

The dimensions of proposed anchor boxes are important as they are used by the RPN to
determine possible RoIs in which objects could be – thus the range of anchor boxes must
be such that almost all objects in the dataset have dimensions similar to those of at least
one anchor box.
49

Downsampling is the process of removing examples of the majority class(es) from the dataset in
order to achieve a more balanced class distribution – i.e. training on a disproportionately low subset of
the majority class examples.
50
The thermal images form a matrix of shape (348,464), with each pixel containing a single luminance
value between 0 and 65535; the RGB images form a third rank tensor of shape (348,464,3) with each
pixel containing three values for the respective channels. Note that, as part of preprocessing, the values
of each channel of each pixel are normalised as floats from 0 to 1, and the dataset channel-wise mean
subtracted from the respective channels of each pixel.
51
As the region proposal network and the ResNet feature extractor are fully convolutional [Ren et al.,
2017], the input image can be of arbitrary dimensions (above some minimum size).
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To determine these parameters, we can examine the dimensions of bounding boxes in
the OxTD (Test). From the set of graphs in Figure 32, we can see that most bounding
boxes are within the range of 0 to 350 pixels – thus the original anchor scales of 64, 128,
256 and 512 pixels are suitable for this dataset. In an attempt to improve detection for
small items within the dataset, we test two different anchor configurations: the anchor
scales listed above ({64,128,256,512}), and the anchor scales ({32,64,128,256,512}). In
terms of aspect ratio, as shown by the graph the majority of the points fall between
the lines y = 2x (aspect ratio 0.5) and y = 21 x (aspect ratio 2). Thus a sensible choice
of aspect ratios for anchors would be {0.5, 1.0, 2.0}. In addition, considering the actual
objects to be labelled, very few windows, chairs, tables or doors have aspect ratios less
than 0.5 or greater than 2 – the spread either side of the lines in the graph could be
accounted for by the presence of objects in the dataset that are partially occluded and
hence have particularly low or high aspect ratios.

Figure 32: Scatter plots of bounding box width against bounding box height for each of the four categories
in the OxTD Test Set. Histograms of distribution of box width and box height are to the top and right
of each graph respectively. The red lines indicate points with aspect ratio 0.5 and aspect ratio 2 – any
point above the top red line has aspect ratio < 0.5 and any point below the bottom red line has aspect
ratio > 2.
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Results

F.1

Category-wise Performance
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Figure 33: A bar chart illustrating per-category performance (AP@.50:.05:.95) for each of the six IR
runs.

The bar chart in Figure 33 illustrates the AP per category52 for each IR run. Looking
at these graphs, it is evident that the network recognises windows very well, but struggles
somewhat to recognise chairs. One possible hypothesis for this could be uneven category
distributions in the dataset. However, on analysis of the training dataset annotations (as
shown in Figure 34), there is significant randomness (and class imbalance) apparent in
distributions of training dataset classes, whereas the distributions of category-wise AP
stay relatively consistent across runs.53 This suggests that the comparatively high mAP
of the ‘window’ class is likely either due to windows being easier to recognise (or of a more
consistent shape/size) than doors, tables or chairs, or due to the fact that although the
network is effective at labelling chairs, doors and tables, it is prone to recognising other
objects incorrectly as chairs, doors and tables (as evidenced in Appendix F.2). Again,
precision-recall curves would allow us to further investigate this phenomenon; this has
not been possible, however, due to time constraints.

52

For each run, mAP is computed as the average of APs across all categories (see Appendix C for more
details).
53
It is pleasing to note that, although the frequency of examples for chairs, doors and tables in the
OxTD training set varies wildly between runs, there is much less variation in the APs of chairs, doors
and tables on the OxTD test set, suggesting that the network is able to learn to detect these objects
with a consistent level of precision regardless of class distribution.
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Figure 34: A bar chart illustrating class distributions in the training datasets used for each of the five
non-baseline IR runs.
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F.2

Example Network Annotations
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Figure 34: 10 images randomly sampled from the OxTD thermal test set. Ground truth annotations
are on the right; network (IR4) annotations are on the left. Chairs are annotated in light blue, doors
in turquoise, tables in white and windows in green. Each annotation is labelled with its class and the
network confidence (as a percentage).
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G

Further Work

We can divide further work into two categories: improvements to the current experimental
method, and new directions in which to carry out research.

G.1

Improvements

Datasets, Labelling and Data Collection
1. More hand-annotated images. One way to avoid inaccuracies caused by automatically labelling images is simply to label all images manually – however, given that
one would need to hand label a few thousand images in order to obtain a suitably
sized training dataset, this would be a very significant endeavour.
2. Active learning. An alternative method to labelling all images is to implement what
is known as active learning – this is a semi-supervised machine learning method in
which the algorithm is allowed to interactively request that a given image be labelled
by the user. In general terms, this involves the user hand-labelling a small set of
images as an initial training set, the network training itself on these images and then
attempting to expand its training set by labelling more images. Out of these images,
it will request that the user relabel those whose labels it is least confident about.
This process continues until the whole dataset has been labelled [Roy et al., 2018].
This is a compromise between accurate but slow human labelling, and inaccurate
but fast automatic labelling.
3. Refining RGB-thermal coordinate mapping. While the simple method of approximating a single translation for all images of each run works reasonably well, there
are instances where there is a temporal lag between a given thermal and RGB image. To improve the accuracy of this coordinate mapping, one possible method
could be to, for example, detect features, edges and points of interest in both the
RGB and thermal images, and to find the thermal image which best matches the
RGB image (within a certain range of time relative to the RGB image).
Training and Network Architecture
1. Systematic treatment of hyperparameter tuning. An important improvement to
make to the training process would be to systematically perform hyperparameter
optimisation, using techniques such as grid search (an exhaustive search through a
subset of hyperparameter space for a given model) or even Bayesian hyperparameter
optimisation [Klein et al., 2017]. These would be used to tune not only network
hyperparameters but also, for instance, thresholds in the majority voting algorithm.
In addition, it would also be prudent to investigate the effect of using different
learning rate decay schedules when performing modality tuning and fine tuning –
while we briefly investigated this, results were not forthcoming.
2. Further investigation into modality tuning. While the experiments detailed in this
report provide evidence to suggest that modality tuning is just as effective as fine
tuning when transfer learning across modalities, this claim should be investigated
further – for instance, we could experiment with freezing different numbers of layers
of the feature extractor, and explore how this affects performance.
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3. Exploration of alternative object detection architectures. Alongside two-stage object
detection architectures, such as Faster R-CNN, other state-of-the-art object detection networks include one-stage, or ‘single shot’ networks such as SSDs54 [Liu et al.,
2016] and the YOLO55 network [Redmon et al., 2016] – we can try performing similar experiments using different network architectures and comparing the results.
In addition, we could experiment with varying the feature extractor CNN used in
the Faster R-CNN network.
Evaluation
1. Estimating uncertainty in network performance. If we had more time, it would be
useful to perform repeats of each training run (without varying hyperparameters):
as training is a stochastic process, there will always be some variance present in the
results. This would also allow us to estimate the uncertainty in the values of mAP
quoted for a given network configuration (architecture and hyperparameters).
2. Precision-Recall curves. To further investigate a number of the phenomena observed
in Section 5.2, it would be useful to plot category-wise precision-recall curves for
each run (as detailed in Appendix C.2).

G.2

Extensions

1. More classes. The Government Breathing Apparatus Search Handbook [DFRMO,
2014] references the following items (windows, tables, chairs, beds, wardrobes, cupboards, baths, chests, fridges, doors, furniture and people) as important for first
responders to identify and search in, under or around. Once an initial proof-ofconcept pipeline is implemented, we could investigate extending the approach to
work with a larger set of classes relevant to the target environment.
2. Real-time object identification. As this network will likely be used for real time
object detection (e.g. for semantic mapping / to aid firefighters in locating casualties
or hazards), it is worthwhile investigating whether we can optimise the network for
this purpose. In addition, since in the field the network would run on an embedded
device, memory considerations are also important. We would most likely need to
look into efficient, low memory feature extractors such as MobileNet [Howard et al.,
2017], and object detection architectures with a lower inference time per image such
as the YOLO network. Here, the balance of speed and performance is crucial, and
will need to be carefully investigated. Also worth considering is whether the network
should be run on an embedded device attached to the FLIR, or whether it will be
possible to send or stream images to a more powerful base unit which can perform
inference more quickly.
3. Environment-specific data collection / augmentation. As the target environment for
this network is that of a burning building, it would be useful to train the network
on thermal images that more closely simulate this environment. There exist many
FLIR videos taken within burning buildings for the purpose of firefighter training –
these, however, would need to be annotated. An alternative approach is to simulate
the effects of fire in thermal images.
54
55

Single Shot Multibox Detector
You Only Look Once
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4. Burning objects. In actual firefighting scenarios, the network will need to be able
to adjust for high variance in temperature (e.g. a very hot object in the room).
It would be worthwhile to investigate whether or not the network can cope with
images with a very high dynamic range.
5. Obstructions / occluded images. If most of the object is blocked in the thermal
image (e.g. if a window is covered / distorted as it burns), it is important that we
are still able to detect the object (or better yet, reconstruct the occluded part of
the image, in the manner of [Yun et al., 2018]). In order to do this, we could try
randomly occluding or obscuring parts of thermal images before they are used for
training.
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